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Slide 2 – 7

This is a talk about cosmology, the branch of astronomy that sets out to describe the properties of the whole Universe – its origin, evolution and even its eventual fate.  This is a very grand ambition and the modern cosmologist must, therefore, sacrifice a lot of detail for the sake of getting ‘the big picture’.  Of course what constitutes our Universe depends very much on the limits of our observations – and an exploration of how those limiting observations have changed, particularly in the early 20th century, forms a large part of our story.  A reasonable cosmology for the goldfish of Slide 3, given their available data, is indeed to conclude that the Universe is a large tank full of water.

To a large extent the primitive cosmologies developed by Ptolemy and Copernicus (and discussed in more detail in ‘Getting the Measure of the Universe’) also resulted from living in a metaphorical goldfish bowl, because they pre-dated the telescope.  Although the Copernican model correctly proposed that the Earth, and the other planets, orbit the Sun, the stars were still regarded as fixed to the ‘sphere of the prime mover’.

This view changed dramatically when the Italian astronomer Galileo Galilei turned his telescope on the sky in the early 1600s.  His observations of the Solar System – craters and mountains on the Moon, the phases of Venus, the moons of Jupiter – were the final nail in the coffin of Ptolemy’s Earth-centred model (see ‘Getting the Measure of the Universe’) but it was his observations of the Milky Way which were to have the deeper implications for cosmology.

The Milky Way appears to the naked eye as a band of diffuse light stretching across the night sky.  Galileo’s telescope revealed the Milky Way to be made of stars, as he reported poetically in his book ‘The Starry Messenger’, published in 1610.  This discovery swept away the idea of the sphere of fixed stars and hinted that the Universe was much vaster, and contained hugely greater numbers of stars, than had previously been thought.  Galileo’s work spawned a radical revision of the cosmology of the day because his telescope allowed him to observe things that had never been seen before.  This is a recurrent theme throughout the history of astronomy: major revisions of cosmological thinking have frequently been driven by major advances in telescope technology.

Slide 8

For several hundred years after Galileo, as telescopes and stellar catalogues grew in size, our picture of the Milky Way slowly improved.  In 1790 the British/German astronomer William Herschel, using what at the time was one of the world’s best telescopes, compiled a map of the ‘shape’ of the Milky Way based on the density of stars (i.e. the number per square degree) across the sky.  Herschel’s map correctly shows the Milky Way as a fairly flat structure (which is not surprising since even in the pre-telescope era it was recognised as a band of light across the sky) but it suffered from a major deficiency: it was based only on the projected positions of stars.  What was really needed was a method to measure stellar distances, in order to build up a 3-D map of the Milky Way.

Slides 9 –11

Yet the stars are now known to be vast distances from the Earth – so remote that the light from even the nearest star, travelling at 300,000 kilometres per second, takes more than 4 years to reach us.  How can we hope to measure stellar distances, given that these are so vast compared with the scale of the Solar System?  At least for relatively nearby stars trigonometry provides an answer, through the technique known as parallax.

The principle behind parallax can be demonstrated by holding up your thumb in front of your face and closing one eye at a time.  The thumb appears to move relative to the background because it is being seen from two different points (one eye and then the other).  The position of a nearby star relative to more distant background stars can also be measured from two different points:  the first point is when the Earth is on one side of the Sun and the second is six months later when it is on the opposite side.  The nearby star will appear to shift its position, relative to more distant stars, because we are viewing it along two slightly different lines of sight.  Measuring the angle between the two lines of sight (the dotted lines on the slide) allows calculation of the distance to the star using the properties of right-angled triangles.  Although this is straightforward in principle, in practice the great distance of even the nearest stars means that their parallax angles are tiny.  This is why parallax shifts were never observed in ancient times, or by astronomers such as the great Danish observer Tycho Brahe and Galileo; the first stellar parallax measurement wasn’t made until 1838.  

Slides 12 – 13

How can we measure distances to more remote stars?  We cannot use direct methods, based on trigonometry, but must resort to indirect methods, most of which are based on estimating the intrinsic brightness – or luminosity – of a star.   We can then estimate the distance of the star by comparing this luminosity with how bright the star appears to be, and using the fact that the apparent brightness falls off with distance according to what physicists call an inverse-square law.  We can understand the mathematical origin of the inverse-square law from Slide 12.  Since starlight is emitted uniformly in all directions, the apparent brightness of a star (i.e. the amount of energy we collect from it per unit time, per unit area) at some distance, d, is equal to the luminosity of the star divided by the surface area of a sphere of radius, d.  Since this surface area is proportional to the distance, d, squared, we see that the apparent brightness of the star is inversely proportional to d squared – an inverse-square law.

So our new question is, how can we estimate the intrinsic luminosity of a star?  What we need is to find the stellar equivalent of a standard light bulb!  If we observe such a light bulb, because we know it has a standard intrinsic brightness we can deduce its distance from how bright it appears to be.  For example, as Slide 13 shows, a 10 Watt light bulb viewed at a certain distance will appear as bright as a 1000 Watt light bulb ten times further away.  (We are overlooking here the fact that the size of the light bulb could also tell us its distance, and in particular if we knew that the intrinsic size of a 1000W light bulb was much greater than a 10W bulb, then this would tell us whether we were looking at the former far away or the latter nearby.  In fact cosmologists sometimes do use the assumption of the standard size of an object as a method for gauging distance.  The method is not used for stars, however, as they appear as points of light – unlike the light bulbs of our example – regardless of their distance).  Astronomers refer to such stellar ‘light bulbs’ by a more old-fashioned name: standard candles.

Slides 14 –15

One of the best standard candles available is a type of young, highly luminous supergiant star known as a Cepheid variable (so named because the first example of such as star discovered was in the constellation of Cepheus).  At first glance Cepheids would seem unlikely standard candles since they are variable stars.  Their brightness varies because they are pulsating – having reached a stage in their evolution where their internal structure becomes temporarily unstable and they oscillate, rather like a pendulum.  What makes them so useful is that their oscillations are incredibly regular: they go through a pulsation cycle – from smallest to largest radius and back again – which, for different Cepheids, can last from about a day to a few months.  For any given Cepheid, however, this cycle is extremely steady and repeats with identical period again and again.  The change in radius, and the corresponding change in brightness, through several cycles is illustrated in cartoon form for two Cepheids by the animation on Slide 14. 

In 1912 the US astronomer Henrietta Leavitt discovered a relationship between the pulsation period of a Cepheid and its average luminosity: the more luminous a Cepheid, the longer its pulsation period.  (This can be seen in the animation; note that the more luminous Cepheid, on the right, also achieves a much greater radius at the peak of its pulsation cycle).  Leavitt deduced this relationship by observing Cepheids in the Magellanic Clouds – satellite galaxies of the Milky Way about 150,000 light years distant (the Large Magellanic Cloud is shown in the lower left).  Of course Leavitt did not know the intrinsic luminosity of these Cepheids.  However, because of the great distance of the Magellanic Clouds, she could reasonably assume the Cepheids were all at the same distance.  Hence, Leavitt could deduce that differences between the average apparent brightness of the Cepheids were due to differences in their intrinsic brightness – and not because they were at significantly different distances from the Earth.

Leavitt’s discovery of the Period-Luminosity relation (bottom right of Slide 14) was extremely important for measuring distances (at least once an absolute distance scale had also been fixed by using other methods to determine the distance to some nearby Cepheids).  It meant that, by measuring the pulsation period of any Cepheid, one could immediately deduce its luminosity from the Period-Luminosity relation, and thus determine its distance from its apparent brightness.

Cepheids quickly became cosmic ‘beacons’ to map out the 3-D structure of the Milky Way.  By 1915, the US astronomer Harlow Shapley had used Cepheids – together with maps of the intensity of radio waves emitted by clouds of hydrogen gas in the Milky Way – to build a good model of our Milky Way galaxy: a vast disk of stars, with 2 wide spiral arms winding around a central bulge.  (In fact Shapley used mainly the hydrogen gas emission to construct his model, but there is no time here to explain in detail how that method works.  On the other hand, Cepheids will feature prominently in the remainder of our story so it is appropriate to introduce them here – recognising Leavitt’s groundbreaking contribution).

Slides 16 – 18

By 1920 a contentious debate had arisen in astronomy.  Since the time of Herschel, as telescopes had become large enough to show them in detail, the existence of spiral nebulae had been recognised.  These were thought at first to be gas clouds (nebula comes from the Greek word for cloud) and indeed some famous examples feature in the catalogue of nebulae compiled in the second half of the 18th century by the French astronomer Charles Messier: e.g. M51, the Whirlpool nebula (top right on Slide 16) and M31, the Andromeda nebula (bottom left on Slide 16), which can be seen with the naked eye against a dark sky.  The emerging picture of the 3-D structure of the Milky Way revealed a striking similarity with the shape of the spiral nebulae.  The question was, then: were spiral nebulae clouds of gas within the Milky Way, or ‘Island Universes’ completely outside the Milky Way, comparable in size to our galaxy and containing billions of stars in their own right.

This question was debated in 1920, by Harlow Shapley and his eminent colleague Heber D. Curtis, at the US National Academy of Sciences.  Because of the inherent difficulty of knowing precisely the distance of the nebulae, much of the evidence supporting the two cases was circumstantial.  The general consensus was that Shapley won the debate, arguing that the nebulae were gas clouds within the Milky Way – which essentially constituted the entire Universe.

Slides 19 – 24

Within a few years, however, the situation had changed dramatically.  At the Mount Wilson Observatory in California, the US astronomer Edwin Hubble had been using the new 100 inch Hooker Reflector telescope (the largest in the world at that time) to search for Cepheids in spiral nebulae.  Having found Cepheids (an example of which is shown for M31) and using the Period-Luminosity relation to determine their distance, Hubble and his colleagues emphatically confirmed the ‘Island Universe’ theory: the nebulae were independent galaxies, millions of light years distant.  Suddenly the Universe had got a whole lot bigger!

But Hubble’s revolutionary work didn’t end there.  In addition to estimating their distance, Hubble also measured the velocity of the spiral galaxies by observing the Doppler shift of their spectral lines.  (For a detailed discussion on atomic spectra, spectral lines and Doppler shifts, see ‘Getting the Measure of the Universe’ and ‘Light in Lumps or Ripples’).  His results were quite startling.  He found that, with the exception of a few, very nearby objects, all galaxies were moving away from us – i.e. their spectral lines were always redshifted.  Moreover, when one plotted the recession velocity versus distance of the galaxies a clear pattern emerged.  The recession velocity appeared to be proportional to distance – i.e. one could fit a straight line through the data.  There was considerable scatter in the relation, but the trend was clear; one simply didn’t find nearby spirals with large recession velocities or distant spirals with small recession velocities.

Slides 25 – 26

What was going on?  Was this a retreat from Copernicanism? If the recession velocity of galaxies was increasing with distance from us, did this put us at a special location in the Universe?

Hubble interpreted his results not as evidence that galaxies were moving away from us through space, but due to the expansion of the space between galaxies.  This was a very radical explanation but it had two strong points in its favour.  Firstly, if space was indeed expanding at a uniform rate everywhere, then one would expect to find, around any galaxy, a linear relation between distance and recession velocity.  There was no need to invoke anything special about the position of the Milky Way.  Secondly, the idea of an expanding universe emerged quite naturally from the theory of General Relativity, developed by the famous Swiss-German physicist Albert Einstein, and published in 1916.

We cannot possibly do justice to General Relativity here (indeed Glasgow University is one of the few places in the UK where a comprehensive course in General Relativity features as part of the undergraduate syllabus in Physics and Astronomy), but an introduction is given in ‘Einstein’s Universe’.  For now, we can think about one of the key ideas of General Relativity: the connection between matter and energy in the Universe, and the geometry of space and time – summarised by the phrase “Matter tells spacetime how to curve and spacetime tells matter how to move”.  When Einstein tried to apply his equations of General Relativity to describe the whole Universe, he found that a natural condition for spacetime was to be expanding or contracting; it was difficult to arrange for the Universe to be static – despite, of course, that being its assumed condition in 1916.  Hubble’s ‘observation’ of the expansion of the Universe was powerful evidence in support of Einstein’s theory.  We now refer to Hubble’s empirical determination of a linear relation between velocity and distance as Hubble’s Law, and the slope of the relation is known as the Hubble constant (denoted by 
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Slides 28 –31

The Hubble constant measures the current expansion rate of the Universe.  In fact, the value of 
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 given by Hubble’s original data was many times larger than the currently accepted value.  This is because there were serious errors in both the distance and expansion velocity estimates for his spiral galaxies.  What made these errors especially troublesome is that they were systematic – which meant that their impact was not reduced simply by observing more galaxies.  Consider first Hubble’s distance estimates.  He would certainly not have expected the estimated distance of every galaxy to be exactly equal to its actual distance.  However, he might reasonably have expected that the chances of over-estimating and under-estimating the actual distance were equal.  This is the case with what are termed statistical errors; in some sense these errors ‘cancel each other out’ and their impact on e.g. the value of 
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 gets progressively smaller as the number of galaxies used to fit Hubble’s law increases.  The effect of a systematic error, on the other hand, does not diminish like this because it affects all galaxies in the same way.  Since dealing with statistical and systematic errors is a crucial – and very common – problem in essentially all modern physics experiments, it is worthwhile to think a bit more about the differences between the two types of error.

For example, Hubble’s distance estimates were later found to be systematically wrong because he had been using the wrong intrinsic luminosity for Cepheids when he applied the Period-Luminosity relation.  This was rather like reading the speedometer of your car, and thinking that the scale is in kilometres per hour, when in fact it is in miles per hour; no matter how many times you look at the speedometer you are always going to infer the wrong speed for your car.

Although it took a long time before the systematic errors affecting Hubble’s original work were all identified and eliminated (indeed some have only very recently been eliminated – thanks to the Hubble Space Telescope – see later), it was already realised in even in the 1920s that something was wrong with Hubble’s results.  This is because Hubble’s estimate of 
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 was inconsistent with the known age of the Solar System.

To see why this should have been the case, recall that 
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 is the slope of a relation between velocity and distance, and so has the units of 1 / time.  In other words, the inverse of the Hubble constant is a measure of time.  We call this number the Hubble Time and it sets a timescale for how long the Universe has been expanding.  The argument goes like this: if we suppose that the expansion rate of the Universe has always been the same (we will look at the alternatives later) then, by reversing the expansion (i.e. running the cosmic clock backwards) for a Hubble Time the distance between galaxies will have shrunk to zero.  We can think of this moment as the origin of the Universe.  (Of course this is a much-simplified picture: according to the ‘Big Bang’ theory for the origin of the Universe it was a long time before there were any galaxies).  Thus, the Hubble Time tells us roughly what the age of the Universe is.

Hubble measured recession velocities in kilometres per second, and distances in Megaparsecs.  This is a unit of distance derived from parallax, discussed above.  1 parsec is the distance at which an object would show a parallax shift angle of 1 second of arc, or 1/3600 of a degree.  1 parsec is about 3.26 light years, and there are a million parsecs in a Megaparsec.  So the Hubble constant is usually measured in the units kilometres per second per Megaparsec.  With 
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 in these units, the Hubble Time may be written as:
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Hubble’s original date gave him 
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kilometres per second per Megaparsec, which implied a Hubble Time of less than 2 billion years.  This was rather embarrassing since, even in Hubble’s day, the ages of the oldest rocks found on Earth were reliably known to be much older than 2 billion years.  Something was badly wrong; the Earth couldn’t be older than the whole Universe?…

Over the next 50 years or so estimates of 
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 steadily came down, as systematic errors affecting galaxy distances came to light, and this apparent ‘age paradox’ went away – at least for a while.  There remained a problem with systematic errors affecting the recession velocities, however.  Measuring accurately a galaxy’s recession velocity wasn’t the problem; it was determining what part of the measured velocity was really due to the expansion of the Universe.

Slides 32 – 36

Hubble’s law describes the behaviour of an ideal universe: smooth and regular, expanding at the same rate in all directions.  But the real Universe isn’t smooth and regular; it is lumpy – containing galaxies which are themselves often lumped together into clusters – the largest of which can be many Megaparsecs in size.  Understanding in detail how and why galaxy clustering comes about is one of the big unsolved questions in cosmology, but we have realised for some time that the basic mechanism is gravity – the fundamental force described by the great British scientist Isaac Newton more than 300 years ago.  Gravity is responsible for assembling the pattern of galaxies and clusters that we observe today.  Moreover, gravity makes galaxies move, giving them what we term peculiar velocities, induced by the gravitational pull of their neighbours.  (In fact these velocities are not peculiar at all, but are exactly what we would expect, as a consequence of gravity).  

As a result of its peculiar velocity, the Andromeda Galaxy M31 for example is not receding from us at all.  Its light is blueshifted; it is coming towards us with a speed of about 100 kilometres per second, and will collide with the Milky Way in a few billion years.  So M31 does not obey Hubble’s law because it is too close to us to feel the expansion of the smooth ‘background’ Universe.  More precisely, the gravity of the Milky Way and M31 is sufficient to prevent the expansion of space between and within these galaxies (meaning, therefore, that the Earth and the Solar System are also not expanding – a fact which you may find reassuring!).  This is why the galaxy images on Slide 25 remain the same size, even as the space between them expands.

Galaxy clusters also generally have sufficient local gravity to ‘break away’ from the cosmic expansion.  The measured line of sight velocity of a galaxy in a nearby cluster is, therefore, dominated not by its ‘Hubble’ velocity – due to the expansion of the Universe and given by Hubble’s law – but by its peculiar velocity, arising from the gravitational pull of its neighbours.  On larger scales than clusters, galaxies do feel the cosmic expansion, but their Hubble velocities are systematically altered as they are pulled towards nearby clusters.  Ignoring these peculiar velocities (as Hubble did, being unaware of their existence) would lead to a systematically incorrect value of the Hubble constant.  Systematic errors strike again!

One of the nearest large clusters to the Milky Way is the Virgo Cluster – about 60 million light years distant and containing more than 1000 galaxies.  Slide 36 shows the effect of the Virgo Cluster on the local expansion of the Universe, via contours of equal observed recession velocity around the Milky Way, rather like contours on an Ordinance Survey map.  If the Hubble law held everywhere these contours would be perfect circles.  We can see, however, that the Virgo Cluster significantly distorts the ‘Hubble Flow’ in our neighbourhood because the Local Group – the family of about 30 galaxies to which the Milky Way and M31 belong – is ‘infalling’ towards the Virgo Cluster, pulled by its gravity.  Only at the edge of the diagram, beyond the Virgo Cluster, does the velocity pattern approach a series of concentric circles.

Slides 37 – 48

The impact of peculiar velocities presents us with a problem.  On the one hand we need to measure recession velocities for galaxies well beyond the Virgo Cluster, because only then will measure the true Hubble velocity due to the expansion of the Universe.  On the other hand, we need to measure reliable distances to these galaxies.  However, until very recently our most reliable distance indicator – Cepheids – could only be applied to very nearby galaxies; Cepheids were simply too faint to be seen in galaxies more than a few Megaparsecs away.

Even in Edwin Hubble’s day, then, it was necessary to link Cepheids (which we refer to as primary distance indicators) to secondary distance indicators – some of which are shown here – that can be used on much more remote galaxies.  Strengthening the rungs of this ‘Cosmic Distance Ladder’ has been a difficult task – all the more so as the extent of the systematic errors on distance and velocity measurements became clear.

At the beginning of the 1990s disagreements over the position of various rungs on this ladder still ran very deep among cosmologists.  Two ‘camps’ had emerged, advocating values of 
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either close to 50 or 100 (in the usual units).  Carrying out more ground-based observations wouldn’t heal this schism, since it arose from fundamental disagreements over how to free 
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 from systematic errors – particularly in getting from the Milky Way to beyond the Virgo Cluster.  What was needed instead was a significant extension of the primary distance scale (there was little dissent by the 1990s about the reliability of Cepheids) to Virgo Cluster distances.

This was to be one of the Key Projects of the Hubble Space Telescope – which seemed appropriate, since it was named after Edwin Hubble himself: to observe for the first time Cepheids in about 30 galaxies well outside the Local Group (including several in the Virgo Cluster – M100 is shown here as an example).  The Cepheid distances thus obtained would be linked to the secondary distance scale; this would yield both reliable distance and Hubble velocities for galaxies up to about 100 Megaparsecs from the Milky Way – sufficiently remote that the effects of peculiar velocities were unimportant – thus providing the first reliable measurement of the Hubble Constant.  The project was led by the US/Canadian astronomer Wendy Freedman and has recently been completed.  An enormous effort went into ensuring that the results were free from any remaining systematic errors.  For example, Cepheids were observed using different colour filters.  This provided a method for working out by how much the light from the Cepheids was being dimmed by the presence of dust in the distant galaxy, because the dust would affect the brightness of the Cepheid by different amounts in the different colour filters.  Just ignoring the possibility of dust dimming would mean assuming that the Cepheid appeared dimmer – and thus more distant – than it really was.  This systematic error had almost certainly undermined many of Edwin Hubble’s distance estimates, but could now be dealt with using the Space Telescope named in his honour, more than 70 years later.

Another systematic error requiring careful attention was an effect known as Malmquist Bias, when e.g the average luminosity of very remote galaxies is systematically brighter than their closer counterparts, because in the more distant sample intrinsically less luminous galaxies are too faint to be observed.  A ‘down to Earth’ example of Malmquist Bias might go like this.  Suppose you are trying to determine the average height of students in a high school.  Your answer is very likely to be biased if you only measure the heights of the school basketball team, because – by and large – the smaller students in the school as a whole are not going to be ‘observable’ in this sample.  A failure to correct for Malmquist Bias when measuring 
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 can land you right back at the bottom of the ladder.  In recent years cosmologists at Glasgow University, led by Martin Hendry, have developed advanced statistical methods for correcting for this bias.

Slides 48 – 51

The ‘final’ value of the Hubble constant determined by the HST Key Project is around 70 kilometres per second per megaparsec.  Moreover, in the past few years, powerful new methods have appeared on the scene for determining 
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, which essentially bypass the steps on the Cosmic Distance Ladder altogether.  These methods – two of which we will briefly return to later – are subject to different sets of systematic errors, however, so there is still great virtue in measuring the Hubble constant in a number of independent ways and checking their consistency.  This is one of the strengths of science: we are always looking for new ways to confirm (or indeed refute!) our existing theories.

Most cosmologists are now fairly confident that 
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 lies within about ten percent of the value 70 kilometres per second per Megaparsec.  This gives a Hubble Time of about 14 billion years – comfortably older than the Solar System.  The actual age of the Universe can be larger or smaller because the Hubble Time was calculated assuming that the expansion rate was constant throughout the history of the Universe – which may well not have been the case.

Before we ask the question how the expansion rate might have changed (and, perhaps more interestingly, why)  let us think first about another question which turns out to be closely related to it:  will the Universe continue to expand forever?  To answer this question we need to compare the present-day value of the expansion rate (e.g. the value of the Hubble constant measured by the Key Project) with the expansion rate in the distant past, to see whether the expansion is speeding up or slowing down.  This feat might appear to require a time machine, but in a way that is exactly what nature gives us, because of the fact that the speed of light is finite.  When we see the Andromeda Galaxy in the sky, at a distance of 2 million light years, we are seeing it as it was 2 million years ago – before the human race had evolved on the Earth; when HST observes Cepheids in M100, we are seeing them as they were about 60 million years ago.  Thus, the further away we look, the further back in time we are glimpsing.

Slides 51 – 55

But why should the Universe speed up or slow down?  To answer that we need to recall Einstein’s famous phrase from Slide 26: “Spacetime tells matter how to move and matter tells spacetime how to curve”.  When Albert Einstein applied his theory of General Relativity to cosmology, he found that the fate of the Universe was determined by the amount and nature of the matter and energy that it contains, because that matter and energy ultimately determines the geometry of Universe.  Ordinary matter will tend to slow down the expansion of the Universe; if the Universe contained only matter (a reasonable proposition, you might think!) then the expansion rate ought to be slower today than it was in the past.  If there were enough matter in such a Universe – more than an amount which cosmologists call the critical density – then the expansion of the Universe would eventually stop and the Universe would begin to collapse again.  We call such a Universe a ‘Closed’ Universe, because its spacetime has the geometry of a closed surface – i.e. one in which if you go far enough you wind up back where you started.  If there is less than the critical density then the expansion will continue indefinitely.  We call such a Universe an ‘Open’ Universe, because its spacetime has the geometry of an open surface – i.e. one on which it is possible to keep on going and never returning to your starting point.  If a Universe contains exactly the critical density of matter then we say that it is a ‘Flat’ Universe – the critical dividing case between ‘Open’ and ‘Closed’.

A useful analogy is to think of a two-dimensional surface, embedded in three dimensions (although represented here on the screen by a projection into two dimensions!).  This is useful not just in showing us the differences between closed, open and flat surfaces, but also – crucially – how one can determine purely from measurements made in the surface itself which geometry describes it.

The three different types of two-dimensional surfaces – closed, open and flat – are represented here by a tennis ball, a saddle or ‘pringle’ shape and a flat piece of paper.  On each of these surfaces, two ants are moving, following paths that start off parallel to each other. (Here we are loosely using the familiar everyday meaning of parallel as ‘pointing in the same direction’, although one can make this definition more mathematically rigorous).  We can see that, as the ants crawl along, their paths are quite significantly different.  On the closed surface, the ants move closer together; on the open surface the ants move further apart and on the flat surface their separation doesn’t change.

What is important is that the geometry, or ‘shape’, of the 2-D surface can actually be deduced by the ants.  It is a property intrinsic to the surface itself, and does not require us (o indeed the ants) to make observations in some higher dimensional space in which the 2-D surface is embedded.  (Because this is a simple analogy, and we are 3-D creatures able to look down on these 2-D surfaces from the outside, we could in this case make such external measurements if they were required.  What the example of the ants shows us, however, is that they are not required).

Slides 56 – 61 

So we can, in principle, measure the geometry of our 4-D spacetime, even though we are embedded within it.  All we have to do is find a 4-D equivalent of our 2-D ants, and see whether their separation converges, diverges or remains constant – as we look out into space and back in time.

In the past few years two excellent candidates for the role of the ants have been found.  The first is another example of a standard candle – a particular type of exploding star known as a type Ia Supernova.  These objects are rather different from the supernovae described in ‘The Life and Death of Stars’, which are very massive stars that blow themselves apart when their iron cores implode.  Type Ia supernovae occur in binary systems when a white dwarf star, orbiting around a red giant companion from which it is ‘gobbling up’ matter because of its strong gravitational pull, is pushed over the limiting mass which such a white dwarf star is allowed to have: the Chandrasekhar Limit, about 1.4 times the mass of the Sun.  When this limiting mass is exceeded, it causes a violent thermonuclear explosion, which releases a huge amount of energy – making the type Ia supernova an extremely luminous object.  (For more about white dwarfs, red giants and stellar evolution, see ‘The Life and Death of Stars’). Moreover, since the explosion always happens once the Chandrasekhar Limit has been exceeded, the luminosity of all type Ia supernovae is remarkably consistent – making them excellent standard candles.  Indeed, in many ways they are better standard candles than Cepheids, since their extreme luminosity (for a few brief weeks they are as bright as billions of ordinary stars) means that they can be observed at enormous distances of billions of light years, which of course means that we are seeing them as they were billions of years in the past.

Some examples of recently discovered type Ia supernovae are shown on Slides 58, 60 and 61.  Their enormous distance makes them very faint – despite their intrinsic luminosity – but several projects dedicated to finding them are now well established, and other, much bigger, projects are planned for the near future.

How exactly does it all work?  An estimate of the distance of each supernova is obtained just as with the Cepheids – by comparing its apparent brightness with its assumed intrinsic luminosity.  Lines in the spectrum of the supernova are then used to determine its redshift.  Hubble’s law in the simple form of Slide 28 is no good to us now (remember, the slope of Hubble’s law is the current value of the Hubble constant, whereas the light from the supernova was emitted billions of years ago, when the expansion rate could have been very different), but Einstein’s General Relativity provides us with generalised theoretical relationships between distance and redshift, valid even across billions of light years; these relations depend on the geometry of the Universe – just like the paths of the ants.  One simply has to determine which theoretical relationship gives the best match to the data – in the same way as Hubble had to determine which straight line gave the ‘best fit’ to his data.

Slides 62 – 73

A second method recently used to measure the geometry of the Universe involves looking even further back in time than the observations of distant supernovae.  To understand the method first we need to consider a little of the physics of the early Universe – long before there were any supernovae.

Soon after Hubble discovered the expansion of the Universe, cosmologists began building theories to describe its early history and evolution.  The ‘Big Bang’ theory came to the fore in the 1950s, largely as result of theoretical work carried out by the US astrophysicist George Gamow and others.  It predicted that the Universe had begun at a particular instant in the past, when all the matter and energy in it was created, and has been expanding ever since.  In fact the name ‘Big Bang’ was first coined as a pejorative term, by one of the theory’s chief opponents – the British astronomer Fred Hoyle.  Hoyle had proposed instead the ‘Steady State’ theory, in which the Universe was still expanding but there had been no single creation event.  Instead matter was being continuously created throughout the Universe to keep things, on average, more or less the same everywhere.

How could one test which theory was correct?  Gamow realised that the Big Bang theory made a specific prediction that the Steady State theory did not: the existence of a ‘smoking gun’ – relic radiation left over from the initial explosion.  Gamow reasoned as follows.  The Universe consists mainly of hydrogen, and the expansion implied that the hydrogen (and everything else!) had been much hotter and denser in the past.  If one ran the cosmic clock backwards far enough, the hydrogen would become so hot that it could not exist as neutral atoms; the Universe would become fully ionised.

If there had been a hot Big Bang, the Universe should have been bathed in huge amounts of light energy, in the form of black body radiation (see ‘Light in Lumps or Ripples’).  However, when the Universe was fully ionised, there would also be large numbers of free electrons around, which were very good at scattering light.  Thus, the ionised early Universe would be opaque – a bit like looking into a fog.  The fog would only clear when the Universe had cooled enough to form neutral hydrogen; this would have happened when the temperature of the black body radiation was about 3000K.  From this point on the relic radiation would be able to stream through the Universe, unimpeded by electrons.  The radiation would have continued to cool as the Universe expanded, but it should still be observable today all around us – redshifted into the microwave part of the electromagnetic spectrum.

This Cosmic Microwave Background Radiation – predicted by Gamow – was discovered by accident in 1965 by the US physicists Arno Penzias and Robert Wilson, just as theorists at Princeton – led by Jim Peebles and Robert Dicke were planning to build an antenna to look for it.  Its existence was a major vindication of the Big Bang theory, but the story of the CMBR was only just beginning.

The CMBR was emitted about 380,000 years after the Big Bang, and has now cooled to a temperature of about 3 degrees above absolute zero.  Its temperature is not exactly the same in all directions, however, but shows tiny variations – of only a few tens of millionths of a degree – which were first conclusively detected by the Cosmic Background Explorer, or CoBE satellite in 1992.  These tiny variations in temperature are crucial for cosmology.  This is because they tell us that there were also variations in the density of matter in the Universe 300,000 years after the Big Bang.  (The origin of these density variations is thought to have been quantum fluctuations, arising from the Uncertainty Principle, generated a tiny fraction of a second after the Big Bang and amplified by a process known as inflation – see ‘Light in Lumps or Ripples’ for a little more about quantum physics).

These density variations then grew, under the influence of gravity, to form large scale structure in the Universe – i.e. they were the ‘seeds’ of the galaxies and clusters we see today.

By measuring very carefully the pattern of temperature fluctuations in the CMBR – using a mathematical description known as the angular power spectrum – one can deduce the amount of matter and energy present in the Universe at the time the CMBR was emitted.  (In fact the angular power spectrum of CMBR fluctuations also provides a way to estimate the value of the Hubble constant; change the Hubble constant and you change the predicted pattern of temperature variations).  CoBE was unable to measure the CMBR with sufficient precision to do any of this, but in the past few years a whole host of ground-based experiments have succeeded in doing so.  In 2003 first results were then published from the Wilkinson Microwave Anisotropy Probe, or WMAP, satellite. This mission measured the temperature of the CMBR across the whole sky with even greater precision, and – when combined with e.g. the latest supernovae observations – provided precise measurements of the Hubble constant, matter content, geometry and age of the Universe.

Slides 74 – 77

So, what have the supernovae and the CMBR told us?  Something not too surprising, and something completely unexpected!  Firstly the geometry of the Universe appears to be flat, meaning that we inhabit a Universe on the dividing line between open and closed.  This is not too unexpected, since it is a strong prediction of inflationary theories that describe the behaviour of the Universe during the first tiny fractions of a second after the Big Bang.  It does mean, moreover, that the expansion of the Universe will continue indefinitely.

What is really surprising, however, is that expansion of the Universe is accelerating.  This means that we do not appear to inhabit a Universe consisting entirely of matter.  If we did inhabit such a Universe then the expansion rate would be decelerating – slowed down by the gravitational pull of the matter.  We already knew that much of the matter in the Universe is ‘dark’ – i.e. it doesn’t shine  – but still reveals its presence because of the gravitational effect it has on luminous matter, like stars and galaxies.  What is driving the acceleration is something even stranger than dark matter.  It appears to be something that contributes to the energy content of the Universe – making up the numbers on the General Relativity ‘balance sheet’ to give the Universe a flat geometry.  This source of energy does not gravitate like normal matter, however; instead one might almost think of it as antigravity – pushing the Universe apart ever faster as it expands.

Cosmologists have given this bizarre substance a name – ‘Dark Energy’ – but we are a long way from understanding fully what it is. Ironically, some clues may lie back in the early cosmological work of Albert Einstein.  Recall that Einstein’s General Relativity had difficulty arranging for the Universe to be static; it seemed to prefer to be either expanding or contracting.  Einstein introduced an additional constant term, which he called his cosmological constant, into his equations to force the Universe to be static.  One can think of this term mathematically as like an integration constant, while physically it has been suggested that it might originate from the vacuum energy of empty space – due to the weird rules of quantum physics and the Uncertainty Principle (see ‘Light in Lumps and Ripples’).  Whatever was its physical origin, once Hubble had announced his discovery of the expansion of the Universe, Einstein no longer needed his extra constant to keep things static.  It is even said that he later came to regard the cosmological constant as his ‘greatest blunder’. But could this vacuum energy, or cosmological constant – call it what you will – now be the mysterious source of ‘dark energy’ driving the accelerated expansion of the Universe?  Perhaps Einstein was right all along?  A number of new ground-based projects and space missions planned for the next decade will hopefully provide us with some of the answers to these questions.

And what of the eventual fate of the Universe? Whatever it turns out is driving the acceleration, it seems clear that – at least within the framework of our current models – the expansion is going to continue indefinitely.  There will be no ‘Big Crunch’ in the dim and distant future.
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